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1. INTRODUCTION
Safety is a critical consideration of mining operations 
due to the scale and power of machinery involved in 
mining, which greatly increases the risk and severity 
of injuries and equipment damage in the event of 
an accident. Safety thus forms a fundamental part 
of every decision made and has entire departments 
dedicated solely to managing and minimising the 
risks facing employees and contractors. This has 
led to the development and widespread use of 
safety management systems to provide storage 
and logging of safety-related information, typically 
recording of incidents and their post-incident 
investigations as well as maintenance of analysis 
results and risk controls.

The INX suite of products covers a number of areas 
in workforce management, including safety and 
risk management (INX InControl), rostering, flights 
and accommodation (INX InFlight) and training and 
compliance (INX InTuition). Whilst INX InControl 
is the core safety system tracking events such as 
incidents and injuries, it has become clear that 
factors which contribute or lead to safety incidents 
are available from other products in the INX suite. 
For example, factors indicating fatigue risks can 
include swing lengths, R&R time off, shift changes, 
etc. These factors can be extracted from the 
rostering information that INX InFlight maintains. 
Similarly, contributing factors arising from training 
(or lack thereof) can be extracted from the history 
of training and compliance that INX InTuition tracks. 
These factors along with historical knowledge of 
safety incidents could then be used to produce a 
predictive model for determining the conditions 
where the risk of future injuries is high.

In recent times, advances in machine learning 
techniques have begun to lead to deployments 
of data mining and predictive analytics systems in 
various different industries. Machine learning itself 
is a general class of technologies that utilises the 
number-crunching ability of modern computers 
to search for pertinent patterns in large volumes 
of data. The challenge is to provide the computer 
with a set of relevant attributes (measurements) 
that together can be used to answer the question 
sought (in this paper’s case, whether an injury will 
occur or not). 

However, developing a system for detection of 
injuries has significant challenges that are not 
apparent in most existing successful applications of 
machine learning. Foremost is that due to the care 
taken to prevent injuries in mining their occurrence 
is very rare. This imbalance means that very little 
data on injuries exists compared to the vast 
number of person-days for a given mine site, and 
a machine learning algorithm will correspondingly 
be heavily biased towards non-injuries.  

Moreover, injuries are accidental by nature – their 
specific causes are enormously varied and very 
subtle (e.g. momentary lapse of concentration), 
to the point that measuring these precise causal 
factors is unviable. Instead, more generic factors 
must be measured such as fatigue and inexperience 
– in other words, measuring the conditions that 
are most likely to produce an injury rather than 
the causes themselves. However, even under 
conditions where injuries are most likely to occur, 
an injury is still a rare event. This poses a huge 
challenge to machine learning since the majority of 
algorithms rely on being able to split injury from 
non-injury in the attribute space. Such algorithms 
become all but useless since the injury conditions 
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that are measurable can result in injuries, but will 
do so less frequently than no injury at all. 

Finally, a practical problem is that factors influencing 
the conditions of an injury are typically not factors 
measured by safety management systems. For 
example, fatigue is affected by roster schedules, 
hours worked and any recent illnesses. These are 
recorded by rostering and leave systems since they 
are logistics issues, not safety issues. In contrast, 
safety systems are concerned with recording 
events that occurred in hindsight and supporting 
the investigation process to identify underlying 
causes, facilitating adjustments to procedures and 
risk controls that aim to prevent the same type 
of event from re-occurring, and implementing / 
disseminating these changes to take effect. Whilst 
this approach is enormously successful in averting 
the vast bulk of injuries in the inherently dangerous 
workplace that is a mining site, injuries are never 
fully prevented. 

Many of these remaining injuries occur due to small 
mistakes and lapses in concentration, not due to 
procedural failings. These small mistakes occur 
due to factors such as fatigue, illness, inexperience, 
competency, employee turnover, environmental 
conditions (weather effects such as temperature, 
rainfall, humidity, etc), distracting circumstances 
(e.g. recent holidays) and others. For a system to 
successfully prevent injuries these factors must not 
only be measurable they must also be obtainable 
for future dates. Thus injury prevention becomes 
the problem of predicting when an injury will occur 
based on planned future data. In this regard INX is 
ideally placed – not only does INX’s InControl safety 
management system cover all aspects of event 
management, but INX also supplies rostering (INX 
InFlight), training and compliance (INX InTuition, 
INX InViron) and health monitoring (INX InHealth) 
products – all of which are fully integrated together 
within a unified database structure. 

The motivation of this paper is thus to explore the 
use of machine learning to target these remaining 
injuries by leveraging INX’s integrated product 
suite and large customer base. Many customers 
use most if not all of the INX product suite and 
have done so for years, thus there is available a 

significant quantity of historical data covering both 
safety incidents and the planning/scheduling data 
useful for injury condition prediction. The objective 
is to build a system that provides decision support 
for safety professionals in evaluating injury risks 
based on historical knowledge of injuries and the 
conditions they occurred in – an injury risk profile. 
It is envisioned that machine learning not only can 
be used to discover the patterns and conditions 
that lead to increased (although still low) risk of 
injury, but can also provide insight to a user as to 
why a particular day or swing is considered to be at 
increased risk. If successful this could ultimately lead 
to ‘what-if’ analyses, where a safety professional can 
suggest alterations to rosters or workloads to see 
what the effect will be on the learned risk profile – 
essentially a means of assisting in the prevention of 
injuries on a dynamic basis, something that cannot 
be done by procedures alone.

“Injury prevention becomes the 
problem of predicting when 
an injury will occur based on 
planned future data.”

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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2. CHALLENGES OF 
PREDICTIVE ANALYTICS 
FOR INJURIES
As alluded to in Section 1, there are several unique 
challenges that injuries pose for machine learning:

2.1 Rarity of Injuries
In light of the efforts made by mining companies 
to eliminate injuries in the workplace, injuries 
are understandably a very rare occurrence. For 
example, out of a million person-days of rostering, 
it is not unusual that less than 500 injuries will occur, 
covering the full range from first aid to serious 
incidents. Hence injuries are a full three orders of 
magnitude (103) less common than non-injuries.

Moreover, even in the measurable conditions that 
are most at risk of injury (e.g. fatigued worker who 
is recovering from an illness and is at the end of a 
long swing of long shift hours), an injury is still a rare 
occurrence. This is a testament both to the checks 
and procedures set in place to avert incidents as 
well as the fact that injuries are by their nature 
mistakes – people do not deliberately choose to 
harm themselves. In such conditions, injuries are 
still outweighed by non-injuries by a factor of 50-
100 or more. In other words, even in the most 
injury-focused circumstances, non-injuries are 
still 98%-99% of the outcomes. This aspect is the 
single most troublesome challenge facing machine 
learning in the context of safety data.

Given that injuries are always, and will always 
be, in the minority of instances regardless of the 
measurements made, it is necessary to view the 
results of any injury-predicting system as a decision 
support module rather than a replacement for 
human safety experts. Thus whilst accuracy in 
predictions are the first step, there will be strong 
limits as to how accurate any injury-predicting 
system can be. Therefore the ultimate goal of such 
a system must be one of providing insight into why 
a particular prediction was made by building upon 
a raw accuracy that filters out irrelevant data as 
well as possible.

2.2 False Positives are Part of the Data
A corollary to the previous section is that since 
non-injuries outweigh injuries even in conditions 
where injuries are at highest risk (though still low 

in absolute terms), false-positives – false-alarms 
– are a fundamental part of the normal data and 
not spurious outliers than should be identified 
and removed. Since this is the case, false positives 
cannot be separated from true injury instances 
as they share the same conditions and same or 
similar attribute values. Thus any algorithm that 
works on the basis of splitting injury and non-injury 
instances will fail.

This is a serious problem, since many of the most 
successful algorithms do in fact seek to partition 
the data in this way. Decision trees and support 
vector machines (SVMs) are two of the most 
powerful and popular machine learning algorithms 
invented, but explicitly try to find a separating 
line between injuries and non-injuries. Such a line 
does not exist, and since injuries are rarer than 
non-injuries even in the same area of the decision 
space, the algorithms will misclassify all injuries as 
‘non-injury’. Neural networks are similarly affected 
since they attempt to map the inputs (attributes) 
uniquely to the correct outputs (class), but will fail 
to do so since the same inputs (high risk injury 
conditions) will map to different outcomes.

Furthermore, the volume of false-positives is a 
significant threat to the ultimate usefulness of the 
system. In general, if false positives grow too large in 
number, their sheer weight will overwhelm the few 
instances where injuries actually do occur. This can 
result in users simply ignoring the system since it 
swamps them with false alarms. To place the scope 
of the challenge in perspective, consider that when 
dealing with events (injuries) that are thousands 
of times rarer than normal situations, even 99.9% 
recall accuracy on the non-injury instances will still 
produce over ten times more false-positives than 
actual injuries (and that is assuming injuries are 
classified with 100% accuracy).

2.3 Not All Injuries Are Predictable
Not all injuries are due to predictable factors or 
factors that can be realistically forecast. Again, 
the accidental nature of injuries means that there 
is no possibility of measuring every causal factor 
let alone building a model to predict every injury. 
Moreover, due to the rarity of injuries, training data 
is always too small and it is inevitable that unique 
injury conditions that do not exist in the training 
data will arise in the future. On the other hand, 
given the much larger volume of non-injury data, it 
is much more likely that the model has seen similar 
conditions but whose only outcome was ‘non-injury’. 

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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Thus these injuries cannot be correctly classified as 
the model has never seen them produce an injury 
before. This means that there is an upper limit as 
to how many injuries can realistically be predicted. 
What this upper limit is can only be determined 
empirically.

2.4 Responsible Person vs Injured Person
A unique factor in safety culture that will impact 
model accuracy is that it is important to avoid any 
notion of blame or singling out the party at fault 
in an incident. The reason for this is that incidents 
are typically accidents and not acts of malice or 
deliberate negligence. Assigning blame for an 
incident would run the risk that future incidents 
will go unreported, leading to a general increase 
in actual incidents since new controls will not be 
able to be developed to avert the (unreported) 
problems.

However, this “no-blame” culture means that 
safety management systems (INX is no exception 
to this) only record the injured party and any other 
participants in the incident. The person responsible 
for the injury is usually not formally recorded, and 
although comment fields may subtly indicate which 
person was at fault this cannot be extracted and 
used by computers.

Unfortunately, in cases where the injured person 
is different to the person who caused the injury, 
it means that the machine learning algorithm will 
learn the profile of the ‘wrong’ person. Specifically, 
the injured party was just in the wrong place at 
the wrong time and they themselves made no 
mistake but instead suffered the consequences of 
a mistake by another. However, the algorithm will 
learn two errors: it will assume the injured person’s 
conditions are those that put them at higher risk 
of injury (when it was just misfortune) and it will 
indicate that the responsible person’s conditions 
do not (when in fact they caused the injury).

2.5 Raw Data is Historical
Incident data extracted from the INX database is 
always historical – that is, the data was entered 
after an incident occurred, and changes to rosters 
were made in response to injuries and incidents. 
Sick leave is also entered in after the fact. Thus 
the data does not look the same as it did the day/
week/month before the incident occurred, which 
means it does not look the same as it would for a 
live forecasting system.

Thus in order to produce appropriate training 
data, data for each injury must be rolled back to 
what it would have looked like before the injury 
occurred and adjustments were made. Otherwise 

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP


PAGE 9

Predictive Analytics for SafetyINX Software

the algorithm will be trained using data that will 
never be seen during prediction. This rollback can 
be performed by using audit logs to ‘undo’ any 
changes leading up to the injury.

2.6 Ideal Data vs Data Actually Captured
As with any real-world human-maintained 
database, the quality of the data actually captured 
will also vary. Some of this variation will be due to 
what INX captures and in the way it is captured. 
Specifically, INX does not require the responsible 
person to be recorded against incidents. 

Moreover, not all fields of an event are mandatory, 
and what is mandatory can be configured by each 
customer differently to suit their different needs. 
Furthermore, different fields such as dropdown lists 
can also be customised by the user. Thus different 
names can be used by different customers to refer 
to the same concept. This inconsistency means that 
the data extracted can easily vary widely between 
customers, hence care must be taken as to what 
information to use.

Still other variations arise from human operator 
errors or out-of-date data that needs updating. For 
example, there are cases where a single injury is 
entered twice on two consecutive days. Another 
common issue that the organisational structure 
(e.g. supervisor hierarchy or workgroup allocations) 
is not always kept up-to-date. 

Although roster schedules are very accurate (since 
they determine onsite and offsite times and are 
thus business-critical), they also suffer from issues. 

Specifically, users will often need to vary rosters from 
their scheduled cycle in order to cover unexpected 
work requirements or deal with sick leave. These 
roster variations are considered ‘adhoc’ in that 
they are not a permanent roster change, and are 
usually added unpredictably before the time they 
must apply. It is critical to note that over 20% of 
all roster records are such variations (affecting 25% 
of swings), and that figure is even higher for the 
days leading up to an injury. Thus variations cannot 
simply be discarded as their information is crucial. 
Unfortunately, it is a difficult problem to ‘reverse-
engineer’ what variations actually took place, and 
what the effect was on the roster (and therefore 
the person). Further variation in quality occurs 
due to the way each company views its reporting 
structure. 

A major issue is that INX workgroups are a key 
component of incident reporting, yet workgroup 
granularity can vary between and even within 
customers. For example, some customers model 
workgroups down to the crew level whereas others 
leave it at a group level (covering both day and night 
shift groups), and still others utilise contractors 
where all people working for a given contractor 
are part of the same workgroup regardless of their 
time on site.

Thus planned roster data is informative but not 
adequate. A more useful approach is to use the 
Audit tables to roll back variations (edits) such that 
the roster will look as it would have as at a particular 
date. For example, one could then reset an injury 
instance by undoing any edits that occurred after 
the date of the injury.

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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3. ATTRIBUTES AND 
PREDICTION MODEL
3.1 Attributes for Machine Learning
Attributes are features or information measured 
about the problem at hand to be analysed, and 
are the most critical component of any machine 
learning system. With good attributes a machine 
learning algorithm will be capable of performing 
well, and conversely with poor attributes no 
machine learning algorithm can be successful. 
This is because machine learning is the process 
of optimizing a mapping from input attributes to 
output classification – humans must still be the 
ones to define the features and the structure of the 
relationships between the attributes.

In the context of this project, attributes are 
measurements that are available or can be made 
about the circumstances that an injury occurs 
in. And since it is of interest in determining what 
leads to an injury, it is beneficial to also know what 
does not lead to an injury, to help minimize false 
predictions of incidents (one can always predict 
every injury by simply predicting that everything 
will be an injury, at the expense of a vast number of 
false alarms). In a sense, attributes are the factors 
that indicate the risk of an injury. For example, an 
injury could have been caused by inexperience, 
hence measuring how long a person has been in 
their current team and how well-trained a person 
is can provide some indication of whether a person 
may get an injury. Even seemingly-tangential items 
such as how experienced their supervisor is can 
affect the outcome, since it is conceivable that an 
experienced supervisor is likely more able to ensure 
that new team members are well-supervised.

3.2 Factors for Injury-Susceptible 
Conditions
Whilst there is a significant amount of information 
captured by the INX product suite, it is important 
to extract attributes that (from a human domain 
expert’s perspective) are measuring the conditions 
relevant to the risk of injury. Measuring other 
attributes only serves to add clutter to the problem. 
To aid in the (human) discovery of such attributes it 
is helpful to consider broad factors that affect this 
risk.

• Fatigue: Tiredness is widely known to be a 
major component of accidents. Travel, swing 

length and shift length are all items that can 
contribute to fatigue. Moreover, the occurrence 
of time off work (or lack thereof) can also affect 
levels of fatigue. INX InFlight maintains people’s 
rosters, including flights, work, shifts, leave, etc, 
and thus this is easily measured and can also 
be measured for future days through the roster 
plans.

• Experience: Lack of familiarity with procedures, 
equipment and duties can lead to accidents. 
INX records when people have started with the 
company and their current workgroup.

• Team: Changes in team structure or turnover 
disrupt the usual operation of a team, causing 
higher potential for mistakes. INX specifies the 
workgroups that every employee works within, 
and optionally the supervisor that they report 
to, as well as the start and end dates of both.

• Environment: The festive season, special events 
and even day of the week may well be distracting 
factors for workers. Some other factors such as 
weather and rainfall would also be useful (and 
can be forecasted) but have not been made use 
of as yet.

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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The aforementioned factors have been used in this 
project. Other factors that could be relevant but 
have not yet been taken into account are:

• Training: somewhat related to Experience, the 
suggestion is that untrained or recently trained 
people are more at risk of making mistakes. INX 
InTuition tracks the training requirements and 
qualifications that a person holds, as well as the 
dates they achieved them.

• Equipment: Faulty or out-of-service equipment 
is a major cause of incidents.

• Type of Work: duties that include strenuous 
physical labour will typically incur more harmful 
injuries than office-oriented duties.

• Health Information: workers in physically-
demanding jobs that have suffered physically 
debilitating injuries in the past may be more 

susceptible to injuries in future. INX InHealth 
tracks medical consultations and occupational 
hygiene, and any health issues that are 
identified can be recorded against a person’s 
confidential history.

• Time and Financial Pressures: Project plans 
typically have end dates, and as these come 
closer the stress on employees to perform 
quickly will increase. Similarly, if a corporation 
is struggling financially there is a possibility that 
corners may be cut to meet targets.

• Corporate culture: Safety-conscious 
corporations are more likely to ensure the 
workplace is kept safe and dangerous practices 
or situations are quickly addressed. However, 
measuring such ‘attitude’ information is 
notoriously difficult since it often relies on self-
reporting.

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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3.3 Specific Attributes Utilised
A detailed breakdown of the attributes used in the 
project is given below, grouped by factor type.

3.3.1 Fatigue Factors

Fatigue factors that were captured as measurable 
attributes included:
• Incoming and outgoing travel types (fly-in/out 

vs drive-in/out)
• Swing length (planned and actual)
• Percent through swing
• Shift type (Day shift, night shift or N/A)
• Shift length (i.e.: hours)
• Days off (R&R or leave) before the beginning of 

the current swing
• Days since a day-shift to night-shift change or 

vice-versa has occurred, including:
 – Count of shift changes over the last week, 

month and quarter
• Days since a roster change (planned or 

unplanned) has occurred, including:
 – Count of roster changes over the last week, 

month and quarter
• Days since sick leave, including:

 – Count of sick leave days over the last week, 
month and quarter

Note that in INX, a ‘swing’ is defined as a set of 
contiguous days where the employee is working 
at least one or more hours every day, and not 
to do with the on-site / off-site presence of the 
employee. Thus a shift change where a day off is 

given in between will be interpreted as two swings.

3.3.2 Experience Factors

Experience factors that were captured as 
measurable attributes included:
• Person age
• Person gender
• Contractor or employee status
• Days in workgroup
• Days since having commenced at site
• Days with current supervisor
• Supervisor’s number of days in the workgroup
• Supervisor’s number of days since having 

commenced at site

3.3.3 Team Factors

Team factors that were captured as measurable 
attributes included:
• Turnover in Workgroup – new people added to 

workgroup in the past day, week, month and 
quarter

• Turnover in Workgroup – people departing 
workgroup in the past day, week, month and 
quarter

3.3.4 Environment Factors

Environment factors that were captured as 
measurable attributes were limited to the following:
• Day of week (Sunday, Monday, etc.)
• Day of month
• Day of year

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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3.4 Machine Learning Model
It has already been discussed in Section 2.1 that 
injuries are in the minority of events even for those 
measurable conditions that are at highest risk to 
lead to injuries (i.e.: an injury is still unlikely, just 
much more likely than usual). This has important 
consequences for the choice of machine learning 
algorithm that can be used – the majority of 
algorithms seek to find a partition (line or plane) 
that separates ‘injury’ from ‘non-injury’. Decision 
trees, neural networks and SVM all fall into this 
category and so cannot realistically be used unless 
the training data is somehow ‘cleaned’ such that 
days with injury-like conditions are removed before 
training – an impossible task given the fact that it is 
the algorithm itself that is being relied upon to find 
injury-like conditions. If trained without cleaning, 
such algorithms invariably fail to detect any injuries 
at all since non-injuries always outweigh injuries 
by at least two orders of magnitude. In the case of 
decision trees it is conceivable to inspect each leaf 
node and identify the leaves with highest (though 
low) chance of injury, but this is a highly labour-
intensive process given the trees will become large 
due to overfitting to the training data and almost 
certainly need significant manual pruning and re-
organising.

Instead, this project relies upon probabilistic 
machine learning models, specifically Bayesian 
models. These model injury and non-injury 
independently using statistics, and have the two 
sub-models ‘compete’ based on the total probability 
given the values of each attribute. In this project 
the Naïve Bayes model has been selected as a 
basis for development. Naïve Bayes is useful in that 
it is very fast to learn and classify since it makes 
the assumption that all attributes are statistically 
independent of each other. Whilst this assumption 
is not always correct, the algorithm usually 
gracefully decays in accuracy when violations of 
the assumption occur (due to the diffusing effect of 
averaging over missed dependencies) rather than 
simply failing entirely. Future identification and 
implementation of statistical dependencies can 
then be performed to improve upon this baseline.
Note that in Bayesian systems a classification 
result of ‘99%’ for injury does not really indicate 
a 99% chance of injury. Rather, the model is 
stating that given the values of attributes for the 
roster day instance at hand, it views these as 
conditions being very similar to what it has seen 
for injuries on average, and far less similar to 
what is on average the norm for non-injuries. 

This averaging is unavoidable since the model is 
attempting to compress the full training data into 
a set of summarizing statistics by maximizing the 
distinction between the training data’s ‘injury’ and 
‘non-injury’ records. Since non-injuries cover a far 
wider range of conditions, it is correspondingly 
more ‘diluted’ in its statistical summarization than 
injuries. That is, non-injury conditions cover a wider 
base and so any specific non-injury condition has 
low probability of occurring (since there are so 
many possible variations). In contrast, there are far 
fewer injury conditions, so injury-like conditions will 
be more likely considered as an injury than a non-
injury. In effect, injuries occur as high-risk peaks 
superimposed on a baseline background of non-
injury. Fortunately, this is precisely the behavior 
that is required to correctly handle the challenging 
nature of safety data.

https://www.inxsoftware.com/?utm_source=Whitepaper&utm_medium=Web&utm_campaign=PredAnalyticsWP&utm_term=PredAnalyticsWP&utm_content=PredAnalyticsWP
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4. RESULTS AND 
ANALYSIS
4.1 Data Preparation
The raw data extracted from INX is in numeric 
(integer or decimal) form. However, probability 
distributions require either histograms (‘binned’ / 
categorised data) or continuous functions (e.g. bell 
curve equation). It is not realistically possible to fit 
continuous distributions to the data since most 
of the data does not fit any typical distribution. 
Instead, all data is converted into histograms. 
Attributes that relate directly to a fixed list of values 
(e.g.: gender, day of week) were converted directly 
to a histogram (one bin per value). The remaining 
attributes were converted to histograms according 
to equal-frequency binning to ensure the maximum 
information is retained.

When building instances, it was necessary to ‘roll 
back’ items such as rosters to be as they were the 
day before the instance in question since the stored 
information is historical in nature. That is, sick leave 
following an injury will have been entered in after 
the injury occurred, and so would not be valid for 
the purposes of understanding what contributes 
to injuries. Use of the audit tables allowed this 
rolling back to the day desired so as to restore the 
overwritten historical information.

4.2 Attribute Analysis
Although the probability model will take the full 
combination of attributes into account when 
making decisions on the risk of injury, it can be 
insightful to analyse what attributes are the most 
different between injuries and non-injuries. Note 

however that this is only on average across the 
entire training data – each individual roster day will 
have its own specific profile of difference.
In a Bayesian model, this analysis must proceed by 
visualizing the probability distributions that 
underlie the model. Fortunately in a Naïve 
Bayes model each attribute maps to a different 
distribution and so is relatively straightforward to 
visualize.

4.2.1 Fatigue Factors

One of the more significant factors is day-shift 
to night-shift (or vice-versa) changes. Figure 4.1 
shows the distributions for the days since a change 
in shift. Note the significant clustering of injuries 
in the days following a shift change, somewhat 
symmetrical for either day-to-night or night-to-day. 
This suggests that it is the shift change that is the 
problem, not the specific change (day-to-night or 
vice-versa). 

Figure 4.1 – Distribution of days since last DS-NS change. 
Blue is for non-injury, red is for injury. Green dashed line 
indicates zero days. To the right is increasing days since 
a day shift switched to night shift. To the left is increasing 
days since a night shift switched to day shift.
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Attributes were also derived to count the number of 
shift changes over the last week, month or quarter, 
and similar significant differences were found 
between injuries and non-injuries. Figure 4.2 shows 
their distributions – note the higher probability of 
injuries when more shift changes have occurred. 

Figure 4.2 – Count of DS-NS changes over different 
periods: (a) Week (b) Month (c) Quarter (in order). 

The significance of shift changes is of course to be 
expected.  However, it is interesting to note that 
injuries are still more frequent even where shift 
changes are a regular occurrence (e.g. >= 5 changes 
per quarter), suggesting that familiarity with shift 
changes does not reduce the risk of injury.

The number of days of R&R or leave before a swing 
also plays a significant part in the model’s decision 
making (see Figure 4.3). There is a marked increase 

in injuries for swings with only one day off and 
with six days off (the former mostly relating to shift 
change days, and the latter likely corresponding to 
8:6 roster cycles). Note that 2-5 days off is simply 
a rare occurrence rather than low risk for injuries 
as evidenced by the equivalent dip in non-injury 
days, however if a different roster cycle such as 5:3 
is introduced then this distribution will change. Of 
note is that longer roster cycles do exist, but do not 
suffer as strongly as the one day and (to a lesser 
extent) six day off time. Also, the fact that single-day 
shift-changes are correlated to higher incidences of 
injuries reinforces the notion that shift changes are 
a serious concern.

Figure 4.3 – Days off before swing.
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Figure 4.4 depicts the distributions for shift type and 
hours. Surprisingly, night shift is not significantly 
overrepresented for injuries, although there is 
undoubtedly some increase in injuries during this 
shift. More in line with expectations is that long 
shift hours (10-12 hour stints) are the most at risk 
of suffering injuries, far more so than shorter shift 
lengths (though shorter shifts are also much less 
prevalent).

Figure 4.4 – Distributions of (a) Shift Type (DS, NS) and 
(b) Shift Hours. For Shift Hours, zero (first bar) means 
unspecified or not on shift.

Figure 4.5 – Percentage through swing (actual). Zero 
means that no swing is in progress.

On a different aspect, Figure 4.5 plots the injury 
and non-injury distributions for the percentage of 
time through a swing. Oddly, early on in a swing is 
not highly correlated with injuries, and injuries are 
not highly biased towards later times of a swing (ie: 
injuries are not higher at the end of a swing versus 
the middle, only versus the beginning). Another 
oddity is that injuries are more frequent out of 
work time than on the first day of a swing! More 
investigation will be needed to uncover possible 
explanations for these - it may be that other causal 
factors are at work and that swing percentage 
ideally should be dependent upon this other factor.
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4.2.2 Experience Factors

Intuitively, one would expect young individuals to be 
more at risk of injuries due to both inexperience in 
the duties and inexperience in the mining industry 
in general. Figure 4.6 reflects this orthodoxy quite 
well, along with some variations for other age 
groups that are likely due to random noise since 
only a few hundred injury instances exist in the 
training data.

Figure 4.6 – Person age distribution.

Similarly, as to be expected the days a person has 
been in a company and with their supervisor has 
a noticeable effect on the injury risk (Figures 4.7a 
and 4.7b). However, counter-intuitively it seems 
that being in a workgroup for longer increases 
the risk of injury, with only a slight bump early on 
(Figure 4.7c). The pattern appears across different 
INX clients and is difficult to explain, especially 
given that it appears to be contradictory with the 
supervisor days (Figure 4.7b). One explanation is 
that being in a workgroup long enough leads to a 
certain amount of “running on automatic”, and so 
when other factors (such as a new supervisor) come 
into play and increase the risk of injury, people 
who are too complacent in their duties fail to catch 
mistakes in the workgroup before they occur. 
However, this is purely speculative and would need 
further investigation. 

Figure 4.7 – Distributions of (a) Days in company, (b) 
Days with supervisor, (c) Days in Workgroup. 
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4.2.3 Team Factors

Figure 4.8 shows the profiles for the number of 
people joining and leaving a given workgroup on 
the day of the roster (the zero value is suppressed 
since that is by far the most common value at over 
95% likelihood). Most relevant is that one or two 
people joining or departing the workgroup has a 
relatively high effect on injuries, and similar results 
exist for the week and month turnovers. 

Figure 4.8 – Distributions of (a) Number of people joining 
workgroup Days in company,
(b) Days with supervisor. 

Interestingly, larger numbers of people joining or 
leaving seems to be somewhat random in their 
effect.  However, interpretations of turnover must 
be taken with a grain of salt since workgroups are 
not consistently defined across companies, and 
a workgroup’s granularity is not even consistent 
within an organization – there is no telling whether 
a given workgroup is a work crew or an entire sub-
contractor’s organization.

4.2.4 Environment Factors

Unlike other factors, the day of the week/month/
year does not have any clear meaningfulness in 
terms of injury distribution. In particular, no specific 
connection between time of year and injuries 
is noticeably present, nor is there a meaningful 
pattern for day of week or day of month. 

4.2.5 Unexpectedly Low-Significance Factors

Certain factors were expected to have some 
influence on the injury distributions and yet had 
no real discernible difference to non-injuries. This 
included the sick leave and roster change attributes 
(days since sick leave/roster change and counts 
of sick leave/roster change over recent periods). 
Figure 4.9 shows the distributions. 

Figure 4.9 – Distributions of (a) Sick leave count (week), 
and (b) Roster change count (week). Note that there is 
very little difference between the injury and non-injury 
distributions. 

This data is quite surprising given that one would 
assume sick leave would indicate illness. This 
suggests that recent illness has little effect on a 
person’s ability to conduct their duties, perhaps 
because safety controls are already in place to 
ensure workers are well and truly over their 
illnesses before being allowed back on site.
However, the lack of impact that roster changes 
have is not so easily explainable, since they logically 
should have had a similar significant impact as shift 
changes have (anecdotal accounts indicate that 
roster changes are quite disruptive). 

It may be that roster changes only have effects 
when coupled with particular roster changes (e.g. 
shorter to a longer roster), which would require the 
roster to be dependent upon other factors such 
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as previously-planned swing length (not currently 
measured). An alternative is that since roster 
changes are detected on the basis of variations 
from planned, some detections are in fact merely 
changes in roster to accommodate personal 
factors such as illness or personal preference. 
These roster changes are made explicitly to have 
a positive impact and thus would not be expected 
to heighten the risk of injuries. Unfortunately the 
reason why a roster change occurs is not stored in 
INX.

Along the same lines, the type of travel 
distributions were made little difference either, 
with drive-in/drive-out only slightly more likely to 
produce injuries. It may be necessary to add other 
measurements such as time taken to travel to/
from site, since longer trips are more likely to be 
fatiguing regardless of the mode of transport. 

4.3 Experiments
Three databases each containing over three years 
of data were obtained for the purposes of testing 
the system. Total data across all sites is over 2.5 
million person days (1.5 million onsite), containing 
843 injuries. Injuries cover a broad range, from 
small first-aid incidents to serious personal injuries.

Sites A and B are similar in that they utilise similar 
rosters, include shift changes and have an injury 
rate of around 5 in every 10,000 person days. Site 
C differs from the other two in that there is less 
variety of rosters and no employees undergo shift 
changes, as well as the fact that the injury rate is 
much lower at less than 1 in every 10,000 person 
days. From this data, three broad analyses were 
executed to evaluate the performance of the 
predictor. The first was to consider only a single 
database at a time – both training and testing was 
then performed for each database independently.
The second was to test the ability of a model trained 
on one or more databases to perform against a 
different database. 

This latter experiment seeks to determine whether 
the model derived from the data is human-driven 
rather than company-specific and thereby indicates 
the ‘portability’ of the model as well as its durability 
to continually-evolving risk controls.  The third 
experiment utilises data in a purely forecasting 
approach. That is, forecasts are made a month in 
advance using data as it was the day before that 
month. This re-creates the exact conditions that 
will occur in production and differs slightly from 
the earlier experiments since changes that are not 

part of the roster schedule will be less fully-formed 
when looking at data up to a full month in advance. 
In contrast, the earlier experiments will test against 
data where all instances were as they would appear 
the day before the instance in question (rather than 
up to a month before). The idea is that – as in all 
forecasting – predictions will become less accurate 
since less information (unscheduled changes, etc) 
is available.

4.3.1 Within-Database

This experiment was performed on all databases. 
Each database is evaluated in isolation of the 
others, and for every database two results were 
considered: testing against the training set and 
10-fold cross-validation. The former is a best-case 
situation and essentially gives an upper bound on 
the performance that can be expected from the 
model (the model is limited by both the choice of 
attributes and the fundamental challenges that 
injuries pose for machine learning as detailed in 
Section 2). The latter tests the model in a way that 
indicates expected real-world performance using 
cross-validation.

Cross-validation is a standard technique for 
evaluating average-case performance. It works 
by partitioning the data into N segments (folds), 
trains with N-1 of these folds and tests against the 
remaining fold. This approach is repeated until all 
N folds are tested. The technique ensures that no 
test data is part of the training data, exactly as will 
occur during actual production execution. In this 
project, folds are chosen in a class-aware manner 
– that is, the proportion of injuries in each fold is 
the same as the proportion of injuries in the entire 
training set. If this were not done, some folds could 
end up containing few or zero injuries, thereby 
skewing the results.

Both evaluations are trained with all days, but only 
tested with on-site days. This is because testing with 
off-site days will artificially increase the apparent 
accuracy since the vast bulk of off-site days are 
R&R time where injuries are typically not recorded 
(and thus accuracy increases by default). Note 
that training is still performed with all days since 
otherwise certain attributes (such as the ‘days since’ 
attributes) will have their learned distributions 
become ‘patchy’ and therefore inaccurate.

For the values in Table 4.1 a single threshold (0.5) 
was used to determine injury vs non-injury (greater 
than 0.5 means the instance is labelled as an injury). 
In all cases accuracy drops somewhat in the case 
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Table 4.1 – Accuracy results for each database tested with threshold = 0.5. True positives (TPs) are those injuries 
correctly detected as injury by the model, and true negatives (TNs) are those non-injuries correctly detected as non-
injury (with a threshold of 0.5). True positive rate is the percentage of injuries that are correctly predicted, ie: TP / (TP 
+ FN). False positive rate is the percentage of non-injuries that are incorrectly predicted as injury, ie: FP / (FP + TN). 
Precision indicates how many detections classified as injury are in fact injury (false alarm percentage).

of the more-realistic cross-validation cases, which 
is quite normal. However, although Sites A and B 
performed relatively similarly and their accuracy 
drop was reasonable, Site C performed extremely 
poorly under cross-validation (although with very 
low false-positives). This suggests that the model 
is learning something unique about each individual 
injury and is therefore not translating well to finding 
other injuries.

Further investigation revealed that Site C’s safety 
data is a mix of normally-entered data as well as 
data uploaded from a prior third-party system. The 
uploaded data only contains information that was 
available from the third-party system and other 
information was either left blank (if optional) or set 
to reasonable defaults (if mandatory). It is possible 
that the nature of the data upload has thus caused 
Site C’s injury data to be unable to be effectively 
utilised for machine learning.

Overall, across all sites a consistent issue is that 
precision is extremely low (usually < 0.5%). To a 
large extent this is unavoidable since non-injuries 
are more numerous than injuries by a huge margin, 
and that only conditions at high risk of injury 
are being predicted rather than the injury itself. 
Improvements to the model should be able to 
increase precision, but it is unlikely that precision 
will ever exceed a few percent given the sheer rarity 
of injuries even within injury-prone conditions. 

The false positive rate is also relatively high at 
10% for Sites A and B, but this can be lowered by 
adjusting the threshold applied (at the expense of 
reducing the number of injuries detected). In some 
ways, since non-injuries make up over 99.99% of 
the data, the false positive rate essentially indicates 

the percentage of person-days that the system is 
flagging as being at risk of injury and so may need 
managing, and the true positive rate defines what 
percentage of actual injuries could be prevented by 
doing so.

Figure 4.10 – Receiver-operator curves (ROC) for the three 
sites under 10-fold cross-validation. Site A also shows 
testing-on-training best-case (green dotted line), which is 
essentially an upper bound on the performance of the 
model given the fundamental issues of injury prediction 
(see Section 2) and attributes used. Site A outperforms 
Site B though the two are relatively similar at low false-
positive rates. Note that Site C again produces odd results, 
with no threshold able to increase the true positive rate 
beyond 40%.

Figure 4.10 shows the effect of varying the 
threshold across the full range from near-zero 
(all instances classified as injury) to near-1.0 (no 
instances classified as injury). Figure 4.11 then 
shows the accuracy with a threshold of 0.5 (ie: the 
values from Table 4.1) as well as accuracy when 
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the threshold is adjusted to achieve a false positive 
rate of 5%. This then provides an indication of how 
many injuries will be correctly detected when the 
model is tuned to allow the user to focus on only 
the top 5% highest-risk data.

Figure 4.11 – True positive rates for each site when 
threshold = 0.5 and when the threshold is chosen such 
that false-positive rate is 5%. All results are derived using 
10-fold cross-validation.

A cross-validated true-positive rate of 15-20% at 5% 
false positives means that the system potentially 
allows a user to put aside 95% of data and still 
be have roughly one-fifth of injuries at hand. 
Moreover, since many of the attributes in the 
model are swing-based, the model tends to flag in 

swing-based clusters of days rather than randomly 
dispersing the predictions throughout the period. 
Thus the user is in practice able to focus on entire 
swings, reducing their cognitive workload by a 
further factor of 80-90% (assuming swings average 
5-10 days in length). In effect, the system allows 
the user to consider about 1% of the information 
in order to seek to prevent 20% of all injuries. 
Moreover, the model has specific ‘reasons’ why a 
given day or swing was marked as at risk of injury, 
thus providing the user with possible avenues for 
mitigation.

Given the challenges outlined in Section 2 this is 
an encouraging result, particularly since it almost 
certainly can be improved upon with more / better 
attributes and a more sophisticated Bayesian 
model that takes into account inter-attribute 
statistical dependencies. 

It can be instructive to visualise the results in terms 
of the actual day-by-day and person-by-person 
roster schedules. This visualisation is important to 
ensure that injury conditions are being classified in 
nearby clusters since high risk is expected to occur 
over a period of days rather than fragmented and 
sporadically. Figure 4.12 displays a segment of this 
visualisation that indeed confirms this contention 
(the full visualisation spans three years and 
thousands of people, so only a small excerpt can 
be shown).
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Figure 4.12 – Visualisation excerpt. Each row is a different person (grouped by workgroup), with dates across the 
columns. Blank cells are off-site days. Predictions are in red-yellow-green, with value indicating likelihood and 
strong red indicating injury conditions (> 0.5 threshold in this case). Actual injuries that were correctly predicted are 
highlighted in blue, actual injuries that were not predicted are highlighted in grey. Note that the missed injury at 
lower-left is the day after two predicted injury condition days, whereas the top-right missed injury has no predicted 
injury cluster nearby.
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4.3.2 Across-Database

The fact that the databases from Sites A and B 
produced relatively similar results in section 4.3.1 
suggests that a model learned from one or more 
databases may well be applicable to other databases. 
In essence, it would indicate that the approach 
is discovering at least some generally-applicable 
patterns rather than company-specific peculiarities. 
The aim is to explore whether the model is learning 
the human factors that lead to injuries rather than 
solely the company or equipment factors. If this 
is the case one could conceivably leverage the 
combined data of many companies to produce a 
result that can both improve accuracy and correctly 
handle circumstances or patterns of rostering that 
a given customer has never engaged in before (and 
thus has no training data to cover it). This is doubly 
important since the rarity of injuries means the 
model will always be short on training data, so the 
ability to successfully utilise data from a variety of 
sources would be ideal. Of course, even if multiple 
databases can successfully be used for learning, 
one can always limit the training data to a single 
company and potentially gain a more company-
specific insight into what factors influence injuries 
at that company.

Figure 4.13 – Receiver-operator curves (ROC) for different 
training and testing combinations. The green dotted line 
shows the best-case scenario (testing-on-training using 
all databases). Dashed red and dotted black plot cross-
validated versions of this best-case, showing a smaller 
drop in accuracy than that of the single-database results 
in Section 4.3.1. The remaining lines indicate training 
on one database and testing on another. Accuracy 
decreases, but is still quite close at false-positive rates 
below 10%. However, Site C again shows odd results, 
unable to reduce the false positive rate below 20% (the 
same applies to other results using Site C hence those 
were not shown).

Figure 4.13 shows accuracy of combining data from 
multiple databases and performing both test-on-
train and 10-fold cross-validation, comparing the 
results to those of the single-database as shown in 
Figure 4.10. Note that the cross-validation results 
are almost identical to the single-database results, 
indicating that the model is able to integrate the 
data from different databases without losing much 
predictive power. 

Whilst this is encouraging, it does not test the most 
difficult case where the training dataset is from a 
completely different company to the test data. This 
would evaluate a situation where no information 
on the specific schedules and practices of the test 
company are known at all, and constitutes the most 
challenging scenario. Figure 4.13 depicts three 
curves testing this approach. Results show that 
accuracy does suffer somewhat, but surprisingly 
not significantly at lower false-positive rates. Given 
that low false-positive rates are what is desired, 
this indicates that cross-database models could 
provide definite benefits. Furthermore, it suggests 
that a significant proportion of what the model 
is learning is in fact human factors rather than 
company-specific patterns, however a broader mix 
of databases would be necessary to draw further 
conclusions.
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4.3.3 Forecasting

The cross-validation results of Sections 4.3.1 and 
4.3.2 should provide a good basis for how well 
the system performs against data of the same 
form as the training data. Specifically, this is data 
which is up to date as-at the day before. However, 
in practice a predictive system will be utilised to 
forecast up to one month ahead (beyond a month 
is doubtful to return useful the results, much like 
weather forecasting).

This section therefore performs experiments 
whereby training data is taken from the two-year 
period leading up to (but not including) the first 
day of forecasting, combining multiple databases 
together. Then testing is conducted for each month 
of the following year in a month-ahead forecasting 
manner. That is, the roster schedule for a month 
is ‘rolled back’ to the day before the given month, 
as if the current date is the day before the month. 
Then predictions for that month are made using 
the model trained from the set two years’ worth of 
data. Thresholds of 0.5 were utilised here, realising 
a false-positive rate of around 8-10%.

Accuracy is roughly one-third lower than the 
corresponding results from Figure 4.11, although 
the false positive rate also reduces slightly in 

compensation. Considering that injuries are now 
being predicted with the loss of up to four weeks 
of contextual information as opposed to Figure 
4.11’s full knowledge of all roster information as at 
the day before the injury, this result suggests that 
forecasting is an achievable reality. 

Figure 4.14 – Accuracy results for forecasting ahead by 
one month, compared to the base results. Forecasting 
results are the average across twelve individual month-
ahead runs per site. Training data is from a combined 
dataset across multiple databases, with that data from 
the two year period preceding the month-ahead runs. 
Site C was not included due to its inconsistent results in 
previous experiments. 
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5 CONCLUSIONS AND 
FUTURE WORK
This paper has leveraged the INX product suite and 
its breadth of coverage of workforce management 
data to discover patterns that lead to injuries in 
mining. The problem is particularly challenging 
given that considerable efforts are already made 
by mining corporations to prevent injuries, making 
injuries a rare occurrence. Hence any injury-
detecting system is in effect a system to find these 
rare residual injuries that cannot be prevented by 
procedures and training alone. This along with the 
vast amount of daily data that rolls in means the 
system is aimed at reducing the cognitive load on 
safety managers, focusing them on the highest risk 
days and providing useful insights on what may be 
leading to injury on a case-by-case basis.

A Bayesian model is used to learn patterns that lead 
to conditions at highest risk of injury. Inspecting 
the model showed some interesting correlations, 
including that whilst shift changes are a leading 
factor in injuries, their effect tends to impact a few 
days into the swing following a shift change and 
not on the first day of the new shift as one would 
expect. Furthermore, the more shift changes occur, 
the higher the risk of injury – there is no point where 
a person becomes accustomed to shift changes. 

No real difference was found between switching 
from day to night shift over vice-versa. The fact 
that single-day-R&R shift changes are correlated to 
higher incidences of injuries reinforces the notion 
that shift changes are a serious concern.

Counter-intuitively, roster changes did not show 
a similar effect. It is possible that roster changes 
are already a well-known issue and so performed 
carefully with respect to risk of injury. Alternatively, 
roster changes are often short-term and adhoc 
and thus not clearly delineated, hence the data 
may simply require further analysis to derive more 
suitable measures of roster change.

Other aspects of note more readily followed 
conventional knowledge. Younger workers tended 
to suffer a higher risk of injury, as did people 
new to a company or when a supervisor is new 
to a team. One unexpected result is that being 
in a workgroup for too long is associated with an 
increased risk of injury. One possible explanation 
is that being in a workgroup long enough leads to a 
certain amount of “running on automatic”, and this 
complacency may lead to failing to catch mistakes 
when presented with new circumstances (such as a 
new supervisor joining the team).

The importance of correct and consistent data is 
also highlighted. Bulk uploads from third-party 
systems may well transfer the raw data across to 
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INX, but perhaps not in a form that is consistent 
with data entered directly into INX. This can be due 
to differences in how INX and other products store 
safety information, the need to default values that 
are required by INX but not available in the other 
product, and the problems of matching lists and 
lookup values between different products. Accurate 
and timely configuration and organizational 
structure data is also critically important to ensure 
the model is learning what actually occurred rather 
than from a random set of incorrect facts.

Although the nature of injuries means that the 
system will only ever be able to predict high-risk 
injury conditions and not which days such conditions 
will lead to an injury, results are encouraging for 
its envisioned role as a decision support system. 
Specifically, the system is capable of culling 95-
99% of the total information to focus the user on 
the remaining 1-5% that will contain roughly 20% 
of injuries. Moreover, the system can provide its 
decision-making on why these 20% of injuries may 
occur to support the construction of mitigation 
strategies. What-if analyses would be an obvious 
extension, allowing a user to determine the effect 
of roster adjustments on the estimated risk. Results 
also show that the system is able to learn patterns 
that apply not just to the source company but also 
across organisations, indicating that the underlying 
model of injury is robust to differences between 
companies. Forecasting injuries up to a month in 

advance is also possible, albeit at a lowered level 
of accuracy.

Given the preliminary nature of this investigation, 
there are multiple avenues for improvement. 
Additional factors such as training rates, time 
pressures, duties, and others could be considered 
and attributes derived from these. Further 
examination of existing factors and attributes 
would also be worthwhile, particularly in terms of 
adjusting the model to take into account statistical 
dependencies between attributes.

Extending the approach to cover all incidents rather 
than just injuries is also a possibility. This may 
require some adjustment to the “no blame” policy 
itself in order to collect more detailed information 
on the individuals involved in an incident since 
currently only injuries require data on an individual. 
An alternative is to perform predictions at the 
workgroup level, though the inconsistency between 
customers at the granularity that workgroups reach 
will be an issue. In-hindsight rather than predictive 
analysis could also be a productive avenue for 
further analysis looking for the more significant 
attributes of high risk days. 
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